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Abstract

There is substantial international variation in gender pay gaps, from 25-30% in the US and
the UK, to 10-20% in a number of central and northern EU countries, down to an average of
10% in southern EU. We argue that non-random selection of women into work across countries
explains part of such variation. This ides is supported by the observed variation in employment
gaps, from 10% in the US, UK and Scandinavian countries, to 15-25% in northern and central
EU, up to 30-40% in southern EU and Ireland. If women who are employed tend to have
relatively high-wage characteristics, low female employment rates may become consistent with
low gender wage gaps simply because low-wage women would not feature in the observed wage
distribution.

We explore this idea across the US and EU countries estimating gender gaps in potential
wages. In order to do this, we recover information on wages for those not in work in a given year
by simply making assumptions on the position of the imputed wage observations with respect
to the median, not on the actual level. Imputation is based on wage observations from nearest
available waves in the sample and/or observable characteristics of the nonemployed. We estimate
median wage gaps on the resulting imputed wage distributions. Our estimates for 1999 deliver
higher median wage gaps on imputed rather than actual wage distributions for most countries
in the sample, meaning that, as one would have expected, women tend on average to be more
positively selected into work than men. However, this difference is tiny or virtually zero in the
US and northern and central EU countries (except Ireland), and becomes sizeable in Ireland,
France and southern EU, all countries in which gender employment gaps are high. In particular,
in Spain, Portugal and Greece the median wage gap on the imputed wage distribution reaches
20-30 log points, closely comparable level to those found for the US and the UK.

*We wish to thank Kevin Lang for his comments and suggestions on an earlier version of this paper. We also
thank seminar participants at Boston University, IFAU Uppsala, Ente Einaudi, CEP /LSE, Toulouse, CEMFI and
SOLE/EALE conference for very useful comments. Olivetti aknowledges the Radcliffe Institute for Advanced Studies
for financial support.



1 Introduction

There is substantial international variation in gender pay gaps, from 25-30 log points in the US and
the UK, to 10-20 log points in a number of central and northern European countries, down to an
average of 10 log points in southern Europe. International differences in overall wage dispersion are
typically found to play a role in explaining differences in gender wage gaps (Blau and Kahn 1996,
2003). The idea is that a given level of dissimilarities between the characteristics of working men
and women translates into a higher gender wage gap the higher the overall level of wage inequality.
However, OECD (2002, chart 2.7) shows that, while differences in the wage structure do explain an
important portion of the international variation in gender wage gaps, the inequality-adjusted wage
gap in southern Europe remains lower than in the rest of Europe and the US.

In this paper we argue that, besides differences in wage inequality and therefore in the returns
associated to characteristics of working men and women, a significant portion of the international
variation in gender wage gaps may be explained by differences in characteristics themselves, whether
observed or unobserved. This idea is supported by the striking international variation in employ-
ment gaps, ranging from 10 percentage points in the US, UK and Scandinavian countries, to 15-25
points in northern and central Europe, up to 30-40 points in southern Europe and Ireland. If
selection into employment is non-random, then it makes sense to worry about the way in which
selection may affect the resulting gender wage gap. In particular, if women who are employed tend
to have relatively high-wage characteristics, low female employment rates may become consistent
with low gender wage gaps simply because low-wage women would not feature in the observed
wage distribution. This idea could be thus well suited to explain the observed negative correlation
between gender wage and employment gaps that we observe in the data (see Figure 1).

Although there exist substantial literatures on gender wage gaps on one hand, and gender em-
ployment, unemployment and participation gaps on the other hand,' to our knowledge the variation
in both quantities and prices has not been simultaneously exploited to understand important dif-
ferences in gender gaps across countries. In this paper we claim that the international variation in
gender employment gaps can indeed shed some light on well-known stylized facts of international
gender wage gaps. In particular, we explore this view by estimating selection-corrected wage gaps.

In our empirical analysis we aim at recovering the counterfactual wage distribution that would
prevail in the absence of non-random selection into work - or at least some of its characteristics,
and we then estimate gender gaps in potential wages. In order to do this, we recover information
on wages for those not in work in a given year using alternative imputation techniques. Our
approach is closely related to that of Johnson, Kitamura and Neal (2000) and Neal (2004), and

simply requires assumptions on the position of the imputed wage observations with respect to the

'See Altonji and Blank (1999) for an overall survey on both employment and gender gaps for the US, Blau
and Kahn (2003) for international comparisons of gender wage gaps and Azmat, Giiell and Mamning (2004) for
international comparisons of unemployment gaps.



median. Importantly, it does not require assumptions on the actual level of missing wages, as
typically required in the matching approach, nor it requires arbitrary exclusion restrictions often
invoked in two-stage Heckman sample selection correction models.

We then estimate median wage gaps on the resulting imputed wage distributions. In doing
this, we use panel data sets that are as comparable as possible across countries, namely the Panel
Study of Income Dynamics (PSID) for the US and the European Community Household Panel
Survey (ECHPS) for Europe. Our analysis is based on the period 1994-2001, the longest time span
for which data are available for all countries. The impact of selection into work is assessed by
comparing estimated wage gaps on the sample of employed workers (our base sample) with those
obtained on a sample enlarged with wage imputation for the nonemployed, in which selection issues
are alleviated. The attractive feature of median regressions is that, if missing wage observations fall
completely on one or the other side of the median regression line, the results would in this case only
be affected by the position of wage observations with respect to the median, and not by specific
values of imputed wages. One can therefore make assumptions motivated by economic theory on
whether an individual who is not in work should have a wage observation below or above median
wages for their gender.

Imputation can be performed in several ways. First, we exploit the panel nature of our data
sets and, for all those not in work in some base year, we search backward and forward to recover
hourly wage observations from the nearest wave in the sample. This is equivalent to assuming that
an individual’s position with respect to the base-year median can be recovered by the ranking of
her wage in the nearest wave in the base-year distribution. As the position with respect to the
median is determined using levels of wages in other waves in the sample, we are in practice allowing
for selection on unobservables.

While imputation based on this procedure arguably uses the minimum set of potentially arbi-
trary assumptions, it has the disadvantage of not providing any wage information on individuals
who never worked during the sample period. To recover wage observations also for those never
observed in work, we make assumptions about whether they place above or below the median
wage offer, based on their observable characteristics, specifically education, experience and spouse
income. In this case we are allowing for selection on observable characteristics only. Having done
this, earlier or later wage observations for those with imputed wages in the base year can shed light
on the goodness of our imputation methods.

Finally, we extend framework of Johnston et al (2000) and Neal (2004) by using probability
models for placing individuals with respect to the median of the wage distribution. We first es-
timate the probability of each individual belonging above or below their gender-specific median
using a simple human capital specification. Individuals are then assigned above- or below-median
wages according to such predicted probabilities, using repeated imputation techniques (Rubin,

1987). More specifically, the missing values are replaced by (a small number of ) simulated versions.



The results on each of the simulated complete datasets are combined to produce estimates and
confidence intervals that incorporate missing-data uncertainty. This method has the advantage of
using all available information on the characteristics of the nonemployed and of taking into account
uncertainty about the reason for missing wage information.

Our estimates for 1999 deliver higher median wage gaps on imputed rather than actual wage
distributions for most countries in the sample, meaning that, as one would have expected, women
tend on average to be more positively selected into work than men. However, this difference is
tiny or virtually zero in the US, northern European countries (except Ireland) and most central
European countries, it becomes sizeable in Ireland, France and southern Europe, i.e. countries in
which the gender employment gap is highest. In particular, in Spain, Portugal and Greece the
median wage gap on the imputed wage distribution ranges between 20 and 30 log points across
specifications. There are closely comparable levels to those of the US, UK and of other central and
northern European countries. In other words, correcting for selection into employment explains
more than half of the observed negative correlation between gender wage and employment gaps.

In order to relate our findings with those of the existing literature on wage gaps and overall wage
dispersion, we finally apply the method proposed by Juhn, Murphy and Pierce (1991) and Blau and
Kahn (1996) to decompose international differences in wage gaps into differences in characteristics,
both observed and unobserved, and differences in (male) returns to these characteristics. Overall we
find that the contribution of characteristics relative to that of the wage structure is much stronger
in southern Europe than elsewhere. This effect is attenuated on the imputed wage distribution.

The paper is organized as follows. Section 2 briefly discusses the related literature. Section 3
describes the data sets used and presents descriptive evidence on gender gaps. Section 4 describes
our imputation and estimation methodologies. Section 5 estimates median gender wage gaps on
actual and imputed wage distributions, to illustrate how alternative sample selection rules affect
the estimated gaps. Section 6 provides decompositions international differences in wage gaps.

Conclusions are brought together in Section 7.

2 Related work

The importance of selectivity biases in making wage comparisons has long been recognized since
seminal work by Gronau (1974) and Heckman (1974). The current literature contains a number of
country-level studies that estimate selection-corrected wage gaps across genders or ethnic groups,
based on a variety of correction methodologies. Among studies that are more closely related to our
paper, Neal (2004) estimates the gap in potential earnings between black and white women in the
US by fitting median regressions on imputed wage distributions, using alternative methods of wage
imputation for women non employed in 1990. He finds that “the black-white gap in log-potential
wages among young adult women in 1990 was at least 60 percent larger than the gap implied

by reported earnings and hours worked”. Using both wage imputation and matching techniques,



Chandra (2003) finds that the wage gap between black and white US males was also understated,
due to selective withdrawal of black men from the labor force during the 1970s and 1980s.2

Turning to gender wage gaps, Blau and Kahn (2004) study changes in the US gender wage gap
between 1979 and 1998 and find that sample selection implies that the 1980s gains in women’s
relative wage offers were overstated, and that selection may also explain part of the slowdown
in convergence between male and female wages in the 1990s. Their approach is based on wage
imputation for those not in work, along the lines of Neal (2004). Mulligan and Rubinstein (2004)
also argue that the narrowing of the gender wage gap in the US during 1964-2002 may be a direct
impact of progressive selection into employment of high-wage women, in turn attracted by widening
within-gender wage dispersion. This idea follows the implications of the Roy’s (1951) model, as
applied to the choice between market and non-market work in the presence of rising dispersion in
the returns to market work. Correction for selection into work is performed here using a two-stage
Heckman (1979) selection model.

Related work on European countries includes Blundell, Gosling, Ichimura and Meghir (2004),
Albrecht, van Vuuren and Vroman (2003) and Beblo, Beninger, Heinze and Laisney (2003). Blundell
et al. examine changes in the distribution of wages in the UK during 1978-2000. They allow for the
impact of non-random selection into work by using bounds to the latent wage distribution according
to the procedure proposed by Manski (1994). Bounds are first constructed based on the worst case
scenario and then progressively tightened using restrictions motivated by economic theory. Features
of the resulting wage distribution are then analyzed, including overall wage inequality, returns to
education, and gender wage gaps. Albrecht et al. estimate gender wage gaps in the Netherlands
having corrected for selection of women into market work according to the Buchinsky’s (1998)
semi-parametric method for quantile regressions. They find evidence of strong positive selection
into full-time employment: were all Dutch women working full-time, the gender wage gap would
be much higher. Finally, Beblo et al. show selection corrected wage gaps for Germany using both
the Heckman (1979) and the Lewbel (2002) two-stage selection models. They find that correction
for selection has an ambiguous impact on gender wage gaps in Germany, depending on the method
used.

Interestingly, most of the studies cited find that correction for selection has sizeable consequences
for our assessment of gender wage gaps. At the same time, none of these studies use data from
southern European countries, where employment rates of women are lowest, and thus the selection
issue should be most relevant. In this paper we use data for the US and for a representative group
of European countries to investigate how non-random selection into work may have affected the

gender wage gap.

%See also Blau and Beller (1992) and Juhn (2003) for carlier use of matching techniques in the study of selection-
corrected race gaps.



3 Data
3.1 The PSID

Our analysis for the US is based on the Michigan Panel Study of Income Dynamics (PSID). This
is a longitudinal survey of a representative sample of US individuals and their households. It has
been ongoing since 1968. The data were collected annually through 1997 and every other year after
1997. In order to ensure consistency with European data, we use five waves from the PSID, from
1994 to 2001. We restrict our analysis to individuals aged 16-64, having excluded the self-employed,
full-time students, and individuals in the armed forces.?

The wage concept that we use throughout the analysis is the gross hourly wage. This is given
by annual labor income divided by annual hours worked in the calendar year before the interview
date. Employed workers are defined as those with positive hours worked in the previous year.

The characteristics that we exploit for wage imputation for the nonemployed are human capital
variables, spouse income and nonemployment status, i.e. unemployed versus out of the labor
force. 'We proxy human capital by education and work experience. We consider three broad
educational categories: less than high school, high school completed, and college completed. The
first category includes individuals who have completed less than twelve years of schooling, the
second category includes those who have completed between twelve and fifteen years of schooling,
and the finally third one includes individuals who have completed at least sixteen years of education.
This categorization of the years of schooling variable is chosen for consistency with the definition
of education in the ECHPS, which does not provide information on completed years of schooling,
but only on recognized qualifications.

Information on work experience refers to years of actual labor market experience (either full-
or part-time) since the age of 18. When individuals first join the PSID panel as a head or a wife
(or cohabitor), they are asked how many years they worked since age 18, and how many of these
years involved full-time work. These two questions are also asked retrospectively in 1976 and 1985,
irrespective of the year in which they had joined the sample. The answers to these questions
form the base from which we calculate actual work experience, following the procedure of Blau
and Kahn (2004). Given the initial values of work experience, we update work experience for the
years if interest using the longitudinal work history file from the PSID. For example, in order to
construct the years of actual experience in 1994 for an individual who was in the survey in 1985,

we add to the number of years of experience reported in 1985 the number of years between 1985

3The exclusion of self-employed individuals may require some justification, in so far as the incidence of self
employment varies importantly across genders and countries, as well the associated earnings gap. However, the
available definition of income for the self employed is not comparable to the one we are using for the employees (net
annual earnings versus gross weekly wages) and the number of observations for the self employed is very limited for
FEuropean countries. Both these factors prevent us from including the self-employed in our analysis.

*Ethnic origin is not included here as information on ethnicity is not available for the European sample.



and 1994 during which they worked a positive number of hours.”> This procedure allows one to
construct the full work experience in each year until 1997. As the survey became biannual after
1997, there is no information on the number of hours worked by individuals between 1997 and 1998
and between 1999 and 2000. We fill missing work experience information for 1998 following again
Blau and Kahn (2004). In particular, we use the 1999 sample to estimate logit models for positive
hours in the previous year and in the year preceding the 1997 survey, separately for males and
females. The explanatory variables are race, schooling, experience, a marital status indicator and
variables for the number of children aged 0-2, 3-5, 6-10, and 11-15 who are living in the household
at the time of the interview. Work experience in the missing year is obtained as the average of the
predicted values in the 1999 logit and the 1997 logit. We repeat the same steps for filling missing
work experience information in 2000.

Spouse income is constructed as the sum of total labor and business income in unincorporated
enterprises both for spouses and cohabitors of respondents. Finally, the reason for nonemployment,
i.e. unemployment versus inactivity, is given by self-reported information on employment status.

When estimating adjusted wage gaps, our wage equation specification reflects a simple human
capital model and includes controls for an individual’s education, work experience, industry and
occupation. We consider 12 occupational categories, based on the 3-digits occupation codes from
the 1970 Census of the Population, and 12 industries. We also include 51 state dummies and year
dummies. The results of our wage equations were not sensitive to the inclusion of a dummy variable
for ethnic origin. The results reported below are based on specifications that do not control for

ethnic origin, for consistency with the specifications used for the EU.

3.2 The ECHPS

Data for European countries are drawn from the European Community Household Panel Survey.
This is an unbalanced household-based panel survey, containing annual information on a few thou-
sands households per country during the period 1994-2001.5 The ECHPS has the advantage that
it asks a consistent set of questions across the 15 members states of the pre-enlargement EU. The
Employment section of the survey contains information on the jobs held by members of selected
households, including wages and hours of work. The household section allows to obtain information
on the family composition of respondents. We exclude Sweden and Luxembourg from our country
set, as wage information is unavailable for Sweden in all waves, and unavailable for Luxembourg

after 1996.

®The measure of actual experience used here includes both full-time and part-time work experience, as this is

better comparable to the measure of experience available from the ECHPS.

5The initial sample sizes are as follows. Austria: 3,380; Belgium: 3490; Denmark: 3,482; Finland: 4,139; France:
7,344; Germany: 11,175; Greece: 5,523; Ireland: 4,048; Italy: 7,115; Luxembourg: 1,011; Netherlands: 5,187;
Portugal: 4,881; Spain: 7,206; Sweden: 5,891; U.K.: 10,905. These figures are the number of household included in
the first wave for each country, which corresponds to 1995 for Austria, 1996 for Finland, 1997 for Sweden, and 1994
for all other countries.



As for the US, we restrict our analysis of wages to employed workers aged 16-64 as of the survey
date, and exclude the self-employed, those in full-time education and the military. The definition
of variables used is as possible to that used for the US, subject to slight data differences.

The EU education categories are: less than upper secondary high school, upper secondary
school completed, and higher education. These correspond to ISCED 0-2, 3, and 5-7, respectively.
Unfortunately, no information on actual experience is available in the ECHPS, and we use a measure
of petential work experience computed as the current age of an individual, minus the age at which
she started her working life. Spouse income is computed as the sum of labor and non-labor annual
income for spouses or cohabitors of respondents. Finally, unemployment status is determined using
self-reported information on the main activity status.

When estimating adjusted wage gaps, our wage equation specification is as close as possible to
that estimated for the US. Besides differences in the definition fo work experience, the occupational
and industrial classification of individuals is slightly different from the one used from the PSID.
In particular, we consider 18 industries and 9 broad occupational groups: although this is not the
finest occupational disaggregation available in the ECHPS, it is the one that allows the best match
with the occupational classification available in the PSID. We finally control for region of residence
at the NUT1 level, meaning 11 regions for the UK, 1 for Finland and Denmark, 15 for Germany, 1
for the Netherlands, 3 for Belgium and Austria, 2 for Ireland, 8 for France, 12 for Italy, 7 for Spain,
2 for Portugal and 4 for Greece.

All descriptive statistics for both the US and the EU samples are reported in Table Al.

3.3 Descriptive evidence on gender gaps

Table 1 reports raw gender gaps in log gross hourly wages and employment rates for all coun-
tries in our sample. All these are computed for the population aged 16-64. At the risk of some
oversimplification, one can classify countries in three broad categories according to their levels of
gender wage gaps. In the US and the UK men’s hourly wages are 25 to 30 log points higher than
women’s hourly wages. Next, in northern and central Europe the gender wage gap in hourly wages
is between 10 and 20 log points, from a minimum of 11 log points in Denmark, to a maximum of
24 log points in the Netherlands. Finally, in southern European countries the gender wage gap is
on average 10 log points, from 6.3 in Italy to 13.4 in Spain. Such gaps in hourly wages display
a roughly negative correlation with gaps in employment to population rates. Employment gaps
range from 10 percentage points in the US, the UK and Scandinavia,” to 15-25 points in northern
and central Europe, up to 30-40 points in southern Europe and Ireland. The relationship between
wage and employment gaps is represented in Figure 1. The coefficient of correlation between them
is -0.497 and is significant at the 7% level.

"Similaily as in other Scandinavian countries, the employment gap in Sweden over the same sample period is 5.2
percentage points.



Such negative correlation between wage and employment gaps may reveal significant sample
selection effects in observed wage distributions. If the probability of an individual being at work
is positively affected by the level of her potential wage offers, and this mechanism is stronger for
women than for men, then high gender employment gaps become consistent with relatively low
gender wage gaps simply because low wage women are relatively less likely than men to feature in
observed wage distributions.

Table 1 also reports wage and employment gaps by education. Employment gaps everywhere
decline with educational levels, if anything more strongly in southern Europe than elsewhere. On
the other hand, the relationship between gender wage gaps and education varies across countries.
While the wage gap is either flat or rises slightly with education in most countries, it falls sharply
with education in Ireland and southern Europe. In particular, if one looks at the low-education
group, the wage gap in southern Europe is closely comparable to that of other countries - while
being much lower for the high-education group. However, the fact that the low-education group
has the lowest weight in employment makes the overall wage gap substantially lower in southern
Furope.

Interestingly, in the four southern European countries, the overall wage gap is smaller than
each of the education-specific gaps, and thus lower than their weighted average. One can think
of this difference in terms of an omitted variable bias. The overall gap is simply the coefficient
on the male dummy in a wage equation that only controls for gender. The weighted average of
the three education-specific gaps would be the coefficient on the male dummy in a wage equation
that controls for both gender and education. Education would thus be an omitted variable in the
first regression, and the induced bias has the sign of the correlation between education and the
male dummy, given that the correlation between education and the error term is always positive.
While the overall correlation between education and the male dummy tends to be positive in all
countries, such correlation becomes negative and fairly strong among the employed in southern
Furope, lowering the overall wage gap below each of the education-specific wage gaps. The fact
that, if employed, southern European women tend to be more educated than men may be itself
interpreted as a signal of selection into employment based on high-wage characteristics.

In Table 1A we report similar gaps for the population aged 25-54, as international differences in
schooling and/or retirement systems may have affected relevant gaps for the 16-64 sample. However,
when comparing the figures of Table 1 and 2, we do not find evidence of important discrepancies
between the gender gaps computed for those aged 16-64 and those aged 25-54. The rest of out

analysis therefore uses the population sample aged 16-64.



4 Methodology

We are interested in measuring the gender wage gap:
D = E (w|X, male) — E (w| X, female) , (1)

where D denotes the gender gap in mean log wages, w denotes log wages and X is a vector of

observable characteristics. Average wages for each gender are given by:
EWw|X, g) =E(w|X,g, I =1)Pr(I =1X,g9) + E(w|X, 9,1 =0)[1 - Pr(/ =1|X,g)], (2)

where I is an indicator function that equals 1 if an individual is employed and zero otherwise and
g =male, female. Wage gaps estimated on observed wage distributions are based on E (w|X,g,I =1)
alone. If there are systematic differences between F (w|X, g, I =1) and E (w|X,g,I =0), cross-
country variation in Pr(I = 1|X,g) may translate into misleading inferences concerning the inter-
national variation in the gender wage gap. This problem typically affects estimates of female wage
equations; even more so when one is interested in cross-country comparisons of gender wage gaps,
given the cross-country variation in Pr(/ = 1|X,male) — Pr(/ = 1|X female), i.e. in the gender
employment gap. Our goal is to retrieve gender gaps in potential (offer) wages, i.e. we seek a
measure for (1), where E (w|X,g) is given by (2). For this purpose, the data provide information
on both F(w|X,g,I =1) and Pr(I = 1|X, g), but clearly not on E (w|X, g, =0), as wages are
only observed for those who are in work.

A number of approaches can be used to correct for non-random sample selection in wage equa-
tions and /or recover the distribution in potential wages. The seminal approach suggested by Heck-
man (1974, 1979) consists in allowing for selection on unobservables, i.e. on variables that do not
feature in the wage equation but that are observed in the data.® Heckman’s two-stage parametric
specifications have been used extensively in the literature in order to correct for selectivity bias
in female wage equations. More recently, these have been criticized for lack of robustness and
distributional assumptions (see Manski 1989). Approaches that circumvent most of the criticism
include semi-parametric selection correction models that appeared in the literature since the early
1980s (see Vella 1998 for an extensive survey of both parametric and non-parametric sample selec-
tion models). Nonparametric methods allow in principle to approximate the bias term by a series
expansion of propensity scores from the selection equation, with the qualification that the term of
order zero in the polynomial is not separately identified from the constant term in the wage equa-

tion, unless some additional information is available (see Buchinski 1998). Usually, the constant

8In this framework, wages of employed and nonemployed would be recovered as

E(w|X,g,I=1) = XpB+ E(eileo>—2Z7)
E(w‘th;I = O) = X/8+ E(51|EO < _Z’Y)a

respectively, where £; and ¢ are the error terms in the wage and the selection equation, and Z is the set of covariates
used in the selection equation.
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term in the wage regression is identified from a subset of workers for which the probability of work
is close to one, but in our case this route is not feasible since for no type of women the probability
of working is close to one in all countries.

Selection on observed characteristics is instead exploited in the matching approach, which con-
sists in imputing wages for the non-employed by assigning them the observed wages of the employed
with matching characteristics (see Blau and Beller 1992 and Juhn 1992, 2003).

The approach of this paper is also based on some form of wage imputation for the non-employed,
and simply requires assumptions on the position of the imputed wage observations with respect to
the median, as in Johnson et al. (2000) and Neal (2004). We then estimate median wage gaps
on the resulting imputed wage distributions. The attractive feature of median regressions is that,
if missing wage observations fall completely on one or the other side of the median regression line,
the results would in this case only be affected by the position of wage observations with respect to
the median, and not by specific values of imputed wages, as it would be in the matching approach.
One can therefore make assumptions motivated by economic theory on whether an individual who
is not in work should have a wage observation below or above median wages for their gender.

More formally, let’s consider the linear wage equation
w; = Xif} +¢i, (3)

where w; denotes (log) wage offers, X; denotes characteristics, with associated coefficients 3, and
g; is an error term such that Med (g;/X;) = 0. Let’s denote by /3 the hypothetical LAD estimator
based on true wage offers. However, wage offers w; are only observed for the employed, and missing
for non-employed. If missing wage offers fall completely below the median regression line, i.e.
w; < XiB for the non-employed, one can then define a transformed dependent variable y; that is
equal to w; for the employed and to some arbitrarily low imputed value w; for the non-employed,

and the following result holds:

N N
6imputed = argmﬁinz ‘yi _XZIB’ = B = argmﬂinz‘wi - X;B‘ (4)
i—=1 i=1

=
Condition (4) states that the LAD estimator is not affected by imputation (see Johnson et al. 2000
for details). Clearly, (4) also holds when missing wage offers fall completely above the median
regression line, i.e. w; < Xi/ﬁ\, and y; is set equal to some arbitrarily high imputed value w; for the
non-employed. More in general, the LAD estimator is also not affected by imputation when missing
wage offers fall on both sides of the median, provided that observations on either side are imputed
correctly, and that the median does not fall within either of the imputed sets. For example, suppose
that the non-employed could be classified in two groups, A and B, such that w; > X{B fori e A
and w; < Xi/ﬂ\ for i € B, i.e. the median of the distribution does not belong to A or B. If y; is

9See also Chandra (2003) for a non-parametric application to racial wage gaps among US men.
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set equal to some arbitrarily high value for all ¢ € A and equal to some arbitrarily low value for all
1 € B, LAD inference is still valid.

It should be noted, however, that in order to use median regressions to evaluate gender wage
gapsin (1) one should assume that the mean and the median of the (log) wage distribution coincide,
in other words that the (log) wage distribution is symmetric. This is clearly true for the log-normal
distribution, which is typically assumed in Mincerian wage equations. In what follows we therefore
assume that the distribution of offer wages is log-normal.'

Having said this, imputation can be performed in several ways, which we describe below.

Imputation on unobservables. We first exploit the panel nature of our data sets and, for all
those not in work in some base year, we recover hourly wage observations from the nearest wave
in the sample. The underlying identifying assumption is that an individual’s position with respect
to the base-year median can be recovered looking at the level of her wage in the nearest wave. As
the position with respect to the median is determined using levels of wages in other waves in the
sample, we are allowing for selection on unobservables.

This procedure of imputation makes sense when an individual’s position in the latent wage
distribution stays on the same side of the median across adjacent waves in the panel. In other
words, as we estimate median wage gaps, we do not need an assumption of stable rank throughout
the whole wage distribution, but only with respect to the median. It may be interesting to interpret
our identifying assumption in the framework developed by Di Nardo, Fortin and Lemieux (1996).
Specifically, our objective is to recover the median of the counterfactual wage distribution that
would obtain if all individuals were in work. In this context, the assumption that the distribution
of characteristics (in our context the probability of working) is independent of the wage distribution
is a sufficient but not necessary condition for identification.

While imputation based on this procedure arguably exploits the minimum set of potentially
arbitrary assumptions, it has the disadvantage of not providing any wage information on individuals
who never worked during the sample period. It is therefore important to understand in which
direction this problem may distort, if at all, the resulting median wage gaps. If women are on
average less attached to the labor market than men, and if individuals who are less attached have on
average lower wage characteristics than the fully attached, then the difference between the median
gender wage gap on the imputed and the actual wage distribution tends to be higher the higher the
proportion of imputed wage observations in total non-employment in the base year. Consider for

example a country with very persistent employment status: those who do not work in the base year

'9Tf one does not impose symmetry of the (log) wage distribution, the equivalent of (2) would be

Med (w|X,g) F7Y(1/2)

F_l{F [Med (w|X, g, I =1)]Pr(I=1|X,9)+ F[Med(w|X,g,I =1)][1 — Pr({ = 1| X, g)]}
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and are therefore less attached are less likely to work at all in the whole sample period. In this case
low wage observations for the less attached are less likely to be recovered, and the estimated wage
gap is likely to be lower. Proportions of imputed wage observations over the total non-employed
population in 1999 (our base year) are reported in Table A2: the differential between male and
female proportions tends to be higher in Germany, Austria, France and southern Europe than
elsewhere. Under reasonable assumptions we should therefore expect the difference between the
median wage gap on the imputed and the actual wage distribution to be biased downward relatively
more in this set of countries. This in turn means that we are being relatively more conservative in
assessing the effect of non-random employment selection in these countries than elsewhere. Even
so, it would of course be preferable to recover wage observations also for those never observed in
work during the whole sample period. To do this, we rely on imputation based on individuals’

observed characteristics.

Imputation on observables. We perform imputation on observable characteristics in two ways.
First, we can recover wage observations for the non-employed by making assumptions about whether
they place above or below the median wage offer, based on a small number of characteristics, specif-
ically employment status (unemployed versus out of the labor force), education, work experience
and spouse income. While this method for placing individuals with respect to the median follows a
sort of educated guess, based on their observable characteristics, we can again use wage information
from adjacent waves in the panel to assess the goodness of such guess.

We also use probability models for repeated wage imputation, based on Rubin’s (1987) two-step
methodology for repeated imputation inference.'! In the first step a statistical model is chosen for
wage imputation, which should be closely related to the nature of the missing-data problem. In
the second step one obtains (a small number of) repeated and independent imputed samples. The
final estimate for the statistic of interest is obtained by averaging the estimates across all rounds
of imputation. The associated variances take into account variation both within and between
imputations (see the Appendix for details).

In the first step we use multivariate analysis in order to estimate the probability of an in-
dividual’s belonging above or below the median of the wage distribution. In particular, on the
sub-sample of employed workers we build an indicator function I; that is equal to one for individ-
uals whose wage is higher than the median of the observed wage distribution and zero otherwise.
We then estimate a probit model for I;, with explanatory variables, X;, that are available for both

the employed and the non-employed sub-samples. Using the probit estimates we obtain predicted

'See Rubin (1987) for an extended analysis of this technique and Rubin (1996) for a survey of more recent
developments. The repeated imputation technique was developed by Rubin as a general solution to the statistical
problem of missing data in large surveys mostly due to non-reponses. Imputations can be created under Bayesian
arguments, and repeated imputation method can be interpreted as an approximate Bayesian inference for the statistics
of interest based on observed data. In this paper, we abstract from Bayesian considerations and apply the methodology
in our non-Bayesian framework.
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probabilities of having a latent wage above the median given characteristics, F; = Pr(I = 11X5),
for the nonemployed subset. The X vector includes education and work experience controls. This
imputation procedure is grounded in economic theory, as we would expect that individuals with a
relatively high level of educational attainment or work experience would be more likely to feature in
the upper half of the wage distribution. The predicted probabilities P; are then used in the second
step as sampling weights. That is, in each of the independent imputed samples an individual with
missing wage information will be assigned a wage above median with probability B and a wage
below the median with probability 1 — P,.

The repeated imputation procedure effectively uses all the information available for individuals
who are not observed in work at the time of survey. We compare this methodology to what may
be defined as simple imputation. That is, having estimated predicted probabilities P, of belonging
above the median for those not in work, we assign them wages above the median if P; > 0.5 and
below otherwise. This simple imputation procedure tends to overestimate the median gender wage
gap on the imputed sample if there is a relatively large mass of non-employed women with P; < 0.5
but very close to 0.5.

As discussed in Rubin (1987) one of the advantages of repeated imputation is that it reflects
uncertainty about the reason for missing information. While simple imputation techniques such as
regression or matching methods assign a value to the missing wage observation in a deterministic
way (given characteristics), repeated imputation is based on a probabilistic model, i.e. on repeated
random draws under our chosen model for non-employment. Hence, unlike simple imputation,
inference based on repeated imputation takes into account the additional variability underlying the
presence of missing values.

In both simple and repeated imputation, we initially estimate a probit model for the proba-
bility of belonging above or below the median of the observed wage distribution. However, due
precisely to the selection problem, such median may be quite different from that of the potential
wage distribution, i.e. the median that would be observed if everyone were employed. This could
introduce important biases in our estimates on the imputed sample. In order to attenuate this
problem we also perform repeated and simple imputation on an expanded sample, augmented with
wage observations from adjacent waves. This allows us to get a better estimate of the “true” median
in the first step of our procedure, thus generating more appropriate estimates of the median wage
gap on the final, imputed sample. Note that in this case we are combining imputation on both

observables and unobservables.

It is worthwhile to discuss here the main differences between alternative imputation methods, also
in light of the interpretation of the results presented in the next section. Our imputation methods
differ in terms of underlying identifying assumptions and of resulting imputed samples. The first

method, where missing wages are imputed using wage information form adjacent waves, implicitly
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assumes that an individual’s position with respect to the median is proxied by their wage in the
nearest wave in the panel. In other words, if the position of individuals in the wage distribution
changes over time, any movements that happen within either side of the median do not invalidate
this method. With this procedure one can recover at best individuals who worked at least once
during the eight-year sample period. We thus want to emphasize that this is a fairly conservative
imputation procedure, in which we impute wages for individuals who are relatively weakly attached
to the labor market, but not for those who are completely unattached and thus never observed in
work. While this may affect our estimates (and we will discuss how in the next section), this
procedure has the advantage of restricting imputation to a relatively “realistic” set of potential
workers.

In the second and third imputation methods, we assume instead that an individual’s position
with respect to the median can be proxied by a small number of observable characteristics. In the
second method, we take educated guesses as to the position in the wage distribution of someone
with given characteristics. This procedure is more accurate the more conservative the criteria used
for imputation. For example, assigning individuals with college education above the median and
individuals with no qualifications below the median is more conservative but probably more accurate
than assigning all those with higher than average years of education above the median and all the
rest below the median. With this method, our imputed sample is typically larger than the one
obtained with the first method, although still substantially smaller than the existing population.
Finally, with the third method, we estimate the probability of belonging above the median for the
whole range of our vector of characteristics, thus recovering predicted probabilities and imputed
wages for the whole existing population - except of course those with missing characteristics.

Different imputed samples will have an impact on our estimated median wage gaps. In so far
women are more likely to be non-employed than men, and non-employed individuals would be more
likely to receive lower wage offers than employed ones, the larger the imputed sample with respect
to the actual sample of employed workers, the larger the estimated gender wage gap on the imputed
sample with respect to that obtained on the sample of observed wages.

Having said this, it is important to stress that with all three imputation methods used there is
nothing that would tell a priori which way correction for selection is going to affect the results. This
is ultimately determined by the wages that the nonemployed earned where they were previously
(or later) employed, and by their observable characteristics, depending on methods.

With these clarifications in mind, we move next to the description of our results.
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5 Results

5.1 Imputation based on unobservables

Our first set of results refers to imputation based on unobservable characteristics. In other words.
an individual’s position with respect to the median of the wage distribution is proxied by the
position of their wage obtained from the nearest available wave.

The results are reported in Table 2. Column 1 reports raw (unadjusted) wage gaps for individ-
uals with hourly wage observations in 1999, which is our base year. These replicate very closely the
wage gaps reported in Table 1, with the only difference that mean wage gap for the whole sample
period are reported in Table 1, while median wage gaps for 1999 are reported here. As in Table
1, the US and the UK stand out as the countries with the highest wage gaps, followed by central
and northern Europe, and finally Scandinavia and Southern Europe. In column 2 missing wage
observation in 1999 are replaced with the real value of the nearest wage observation in a 2-year
window, while in column 3 they are replaced with the real value of the nearest wage observation
in the whole sample period, meaning a maximum window of -5, +2] years. Comparing figures in
columns 1-3, one can see that the median wage gap remains substantially unaffected or affected
very little in the US, the UK, and a number of European countries down to Austria, and increases
substantially in Ireland, France and southern Europe, this latter groups including countries with
the highest gender employment gap. While sample selection seems to be fairly neutral in a large
number of countries in our sample, or, in other words, selection in market work does not seem to
vary systematically with wage characteristics of individuals, it is mostly high-wage individuals who
work in catholic countries, and this seems to give a downward biased estimate of the gender wage
gap when one does not account for non-random sample selection.

Arulampalan, Booth and Bryan (2004) find evidence of glass ceilings, defined as a difference
of at least 2 points between the 90th percentile (adjusted) wage gap and the 75th or the 50th
percentile gap, in most European countries, and evidence of sticky floors, defined as a difference of
at least 2 points between the 10th percentile (adjusted) wage gap and the 25th or 50th percentile
gap, only in Germany, France, Italy and Spain (but report no evidence for Portugal or Greece).
High wage gaps at the bottom of the wage distribution in some southern European countries may
discourage employment participation of low-wage women relatively more than in other countries.
This would be consistent with a sizeable impact of employment selection at the bottom of the
wage distribution in these countries, and our selection-corrected estimates for the gender wage gap
precisely go in this direction.

As one would expect from our cross-country results, controlling for selection removes most of the
observed negative correlation between wage and employment gaps. At the bottom of each column
in the Table we compute the coefficient of correlation between the wage gap in the same column and

the adjusted employment gap, i.e. the gap in employment rates that results after wage imputation
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for some of the missing observations. The correlation coefficient between unadjusted median wage
gaps and employment gaps is -0.455, and is significantly different from zero at the 10% level. Using
the adjusted estimates from column 3, this falls to -0.181, and is not significantly different from zero
at standard levels. The importance of sample selection can also be grasped graphically by looking
at Figure 2, which shows the relationship between selection-adjusted wage and employment gaps
using the estimates of column 3: the picture resembles more a random scatter-plot, rather than a
downward sloping pattern, as found in Figure 1.

The estimates of columns 2 and 3 do not control for aggregate wage growth over time. If
aggregate wage growth were homogeneous across genders and countries, then estimated wage gaps
based on wage observations for adjacent years would not be not affected. But if there is a gender
differential in wage growth, and if such differential varies across countries, then simply using past
(future) wage observations would deliver a higher (lower) median wage gap in countries where

women have relatively lower wage growth with respect to men.!'?

We thus estimate real wage
growth by regressing log real hourly wages for each country and gender on a linear trend.!3 The
resulting coefficients are reported in Table A3. These are then used to adjust real wage observations
outside the base year and re-estimate median wage gaps. The resulting median wage gaps on the
imputed wage distribution are reported in column 4 and 5. Despite some differences in real wage
growth rates across genders and countries, adjusting estimated median wage gaps does not produce
any appreciable change in the results reported in columns 2 and 3, which do not control for real
wage growth.

Note that in Table 2 we are (at best) recovering on average 24% of the non-employed females in
the four southern European countries, as opposed to approximately 46% in the rest of countries (see
Table A2). For men, the respective proportions are 54% and 60%. Such differences happen because
(non)employment status tends to be more persistent in southern Europe than elsewhere, much more
so for women than for men. As briefly noted in Section 3, given that we recover relatively fewer
less-attached women in southern Europe, we are being relatively more conservative in assessing the
effect of non-random employment selection in southern Europe than elsewhere. For this reason it
is important to try to recover wage observations also for those never observed in work in any wave
of the sample period, as explained in the next section. Our first set of results refers to imputation
based on unobservable characteristics. In other words. an individual’s position with respect to the
median of the wage distribution is proxied by the position of their wage in the nearest available

wave.

12Note however that, even if real wage growth were homogeneous across genders, imputation based on wage
observations from adjacent waves would not be affected only if the proportion of men and women in the sample
remained unchanged after imputation.

130f course, for our estimated rates of wage growth to be unbiased, this procedure requires that participation into
employment be unaffected by wage growth, which may not be correct.
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5.2 Imputation based on observables

In Table 3 we estimate median wage gaps on imputed wage distributions, making assumptions on
whether non-employed individuals in 1999 had potential wage offers above or below the median for
their gender. Column 1 reports for reference the median wage gap on the base sample, which is
the same as the one reported in column 1 of Table 2. In column 2 we assume that all those not in
work would have wage offers below the median for their gender.'* This is an extreme assumption,
and should only be taken as a benchmark. This assumption is clearly violated in cases like Italy,
Spain and Greece, in which more than a half of the female sample is not in work in 1999, as by
definition all missing observations cannot fall below the median. For this reason we do not report
estimated gaps for these three countries. However, also for other countries there are reasons to
believe that not all non-employed individuals would have wage offers below their gender mean.
Of course, we cannot know exactly what wages these individuals would have received if they had
worked in 1999. However, we can form an idea of the goodness of this assumption looking again
at wage observations (if any) for these individuals in all other waves of the panel. This allows us
to compute what proportion of imputed observations had at some point in time wages that were
indeed below their gender median. Such proportions are also presented separately for each gender
in column 2. They are fairly high for men, but sensibly lower for women, which makes the estimates
based on this extreme imputation case a benchmark rather than a plausible measure for the gender
wage gap. Having said this, estimated median wage gaps increase substantially for most countries,
except the UK and Scandinavia.

We next make imputations based on observed characteristics of non-employed individuals. In
column 3 we impute wage below the median to all those who are unemployed (as opposed to non
participants) in 1999. With respect to the base sample, the implied median wage gap stays roughly
unchanged everywhere down to Austria, and increases substantially in Ireland, France and southern
Europe. Also, the proportion of “correctly” imputed observations, computed as for the previous
imputation case, is now much higher. Those who do not work because they are unemployed are
thus relatively more likely to be over-represented in the lower half of the wage distribution. In
column 4 we assume that all those with less than upper secondary education and less than 10 years
of potential labor market experience have wage observations below the median for their gender.
Those with at least higher education and at least 10 years of labor market experience are instead
placed above the median. The change in the estimated wage gap is similar as in column 3, and
so are the proportions of correctly imputed observations (except for some reason in the UK). The
next imputation method is implicitly based on the assumption of assortative mating and consists in

assigning wages below the median to those whose partner has total income in the bottom quartile of

"1n the practice, whenever we assign someone a wage below the median we pick @w; = —5, this value being lower
than the minimum observed (log) wage for all countries, and thus lower than the median. Similarly, whenever we
assign someone a wage above the median we pick w; = 20.
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the gender-specific distribution of total income. The results are broadly similar to those in column
3: the wage gap is mostly affected in Ireland and southern Europe. It would be natural to perform
a similar exercise at the top of the distribution, by assigning a wage above the median to those
whose partner has total income in the top quartile. However, in this case the proportion of correctly
imputed observations was too low to rely on the assumption used for imputation.

We also use imputation based on characteristics to recover wage observations only for those
who never worked, i.e. we first use wage observations available from other waves, and then we
impute the remaining missing observations using education and experience as done in column 4.
The results show again a much higher gender gap in Ireland, France, and southern Europe, and
not much of a change elsewhere with respect to the base sample of column 1.

We finally use a probabilistic model for assigning to individuals wages above or below the
median, using both simple and repeated imputation techniques. This involves a two-step procedure,
using once more data for 1999. In the first step we estimate a probit model for the probability that
an individual with a non-missing wage falls above the median of the observed wage distribution,
given a set of characteristics that includes gender. Note that, in this case, we are making stronger
assumptions in order to establish whether a missing wage observation should be placed above or
below the median. For example, if the vector of characteristics contains, say, a gender dummy
and human capital variables, then we need to assume that those with missing wage and a certain
level of education and experience place above or below the median, conditional on their gender and
human capital levels.

We consider two alternative specifications for the probit regressions: a simple human capital
specification that controls for education (two dummies for upper secondary and higher education),
experience and its square, and a more general specification that also controls for marital status,
the number of children of different ages (between 0 and 2, 3 and 5, 6 and 10, and 11 and 15 years
old), and the position of the spouse in their gender specific distribution of total income (three
dummies corresponding to the three highest quartiles). Since the results of the exercise do not
vary in any meaningful way across specifications, we only report findings for the human capital
specification. The estimated coefficients for the first stage probit regression conform to standard
economic theory. Individuals with higher levels of educational attainment and/or of labor market
experience are more likely to feature in the top half of the wage distribution.!?

In the second step we use the estimated coefficients from the probit regression to compute the
predicted probability that a missing wage observation falls above the median, given characteristics.
We consider two alternative mechanisms to impute wages. According to the first mechanism, which
we define as simple imputation, we impute a value of the wage above (below) the median of the
observed wage distribution if the predicted probability is greater (smaller) than 0.5. This implies

that a missing-wage observation is assigned a value below median even if, given characteristic, the

15The results are available upon request from the authors.
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individual would only marginally feature in the bottom part of the wage distribution. This would
lead us to overestimate the gender wage gap for countries where there is a relatively larger mass of
non-working women characterized by a probability of being below median close to 0.5.

In order to circumvent this problem, our second imputation mechanism is based on the repeated
imputation methodology discussed in Section 4. The procedure is implemented as follows. We
construct 20 independent and imputed samples. In each imputation round, we “draw” the position
with respect to the median for each non-employed worker using the predicted probability obtained
from the probit model. In the practice we draw independent random numbers from a uniform
distribution with support [0,1] and assign a non-employed worker a wage above (below) the median
if the random draw is lower (higher) than their predicted probability. Employed individuals feature
in each of the 20 samples with their observed wage. For each of the twenty samples we estimate
the median gender wage gap and obtain the corresponding bootstrapped standard error.!6 For
each country and specification, the estimated median wage gap is then obtained by averaging the
estimates across the 20 rounds of imputation. The standard errors are adjusted to take into account
both between and within-imputation variation (see the Appendix for details).

The results for this exercise are summarized in Table 5. Column 1 reports the median wage
gap for the base sample, which is the same as the one reported in column 1 of Table 3. Column
2 reports the estimated median wage gap using simple imputation. In Column 3 we use simple
imputation to recover wage observations only for those who never worked in our sample. That
is, we first use wage observations available from other waves to impute missing wages and then
we impute the remaining missing ones as done in Column 2. Note that this procedure changes
the reference median wage: by expanding the wage sample using wage observations from adjacent
waves we are in practice able to compute a median wage that is closer to the latent median, i.e.
the median that one would observe if everybody were to work. For the results in Column 4 we use
both wages and human capital variables from adjacent waves, and then we impute the remaining
missing wages for those who never worked by simple imputation. Entries in column 5 to 7 refer
to the same sample selection rules used in Column 2 to 4. However, in this case we use repeated
imputation.

For all countries, and in particular for Ireland, France and Southern Europe, wage imputation
generates larger estimates of the median gender wage gap than in the benchmark sample of column
1. The estimates are of the same order of magnitude than the ones obtained when we assign a wage
below median to all missing wage observations or to all the unemployed individuals with missing
wages (see column 2 and 3 in Table 3). When we use simple imputation for the base sample (column
2) we cannot report estimated gaps for Spain and Greece because in both countries more than half
of the female sample would be assigned a wage below median, given characteristics. This is not
the case for Italy, differently from what we had in column 2 of Table 3 where, similarly to their

16We use the STATA command bsqreg where we set the number of replications to 200.
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Spanish and Greek counterparts, more than 50% of Italian women are non-employed, and hence
the median wage gap could not be reported. This may be explained by a non-negligible number of
Italian women with relatively high levels of educational and labor market experience, who are not
observed in work at the time of the survey. In other words, the probit model for determining the
position of individuals with respect to the median of the wage distribution seems to work somehow
differently in Italy from Spain and Greece.

We first compare the median wage gap obtained with simple imputation on the base sample
(column 2) with that obtained with simple imputation on the sample expanded with wage obser-
vations from adjacent waves (column 3). For all countries (except Belgium) the estimated median
wage gap on the expanded sample is lower than the one obtained for the base sample. This decline
is largest for Germany, the Netherlands, France, Ireland and Southern Europe. This is due to the
difference between the reference median wage in the two columns, and highlights the importance
of estimating the median wage on a distribution that is as close as possible to the latent one. The
use of the expanded sample allows us to get a better estimate of the “true” median in the first step
of our procedure, thus generating more appropriate estimates of the median wage gap on the final,
imputed sample. A similar pattern is observed when we also use information on education and
work experience from other waves to recover missing data (column 4). The same discussion applies
to the results obtained using repeated imputation (comparing entries in column 5 with entries in
columns 6 and 7).

Second, we compare the results obtained with simple and repeated imputation. Repeated
imputation generates a lower estimate of the median gender gap for almost all countries. However,
this tendency is stronger for Ireland, France and Southern Europe (see columns 2 and 5). Simple
imputation tends to overestimate the gender wage gap when there is a relatively heavier mass
of women with a predicted probability of featuring below the median that is slightly lower than
0.5, and this seems to be particularly the case for countries with high gender employment gaps.
Moreover, with repeated imputation we can obtain estimates of the wage gap for Spain and Greece,
since we now assign less than 50% of the female sample below the median.

Repeated imputation on the expanded sample should provide the most accurate estimate of the
median wage gap across countries. Comparing column 1 and column 7 we find that the median
wage gap on the imputed wage distribution increases slightly for the US, the UK, decreases slightly
in Scandinavia and the Netherlands, and stays roughly unchanged in most other central European
countries. However, estimated gender wage gaps on imputed distributions more than double in
Ireland, France and southern Europe. The median wage gap increases from 6 per cent for the base
sample to 14 per cent for the imputed sample in the case of Italy. For the other southern European
countries median wage gaps increase from about 10 per cent on the base sample to more than 20
per cent on the imputed sample. Specifically, we now obtain estimates of the median wage gap

ranging from 23 per cent for Portugal to 36 per cent for Greece. These numbers are comparable to
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those observed for the US and the UK both in the base and in the imputed samples.

Cross-country correlations between wage and employment gaps are reported in the bottom row
of Table 4. In column 1 the employment gaps used to compute the coefficient of correlation refer
to the base sample. For each subsequent column we use the employment gaps obtained under
the corresponding imputation rule. As previously discussed, the correlation on the base sample is
negative and significant. However, the correlations substantially decline and become not significant
for all samples obtained under simple and repeated imputation.

To broadly summarize our evidence, one could note that whether one corrects for selection
on unobservables (Table 2) or on observables (Table 3 and 4), our results are both qualitatively
and quantitatively consistent in identifying a clear role of sample selection in Ireland, France and
southern Europe.!” The fact that controlling for unobservables does not greatly change the picture
obtained when controlling for a small number of observables alone (education, experience and
spouse income) implies that most of the selection role can indeed be captured by a set of observable
individual characteristics, and possibly some unobservables closely correlated to them.!®

One could argue that less restrictive sample inclusion rules are bound to affect the estimated
wage gap less in countries where female employment rates are higher, simply because there is less

room to enlarge the sample with imputation methods, and therefore including, say, individuals who

1"We have performed a number of robustness tests and more disaggregate analyses on the results obtained and
reported in Tables 2 to 4. First, we have restricted the estimates to individuals aged 25-54 in 1999. The results
were very similar to those obtained on the larger sample. Second, for the imputation rules reported in Table 2
and 3, we have repeated our estimates separately for three education groups (less than upper secondary education,
upper secondary education, and higher education), and we found that most of the selection occurs across rather
than within groups, as median wage gaps disaggregated by education are much less affected by sample inclusion
rules than in the aggregate. Finally, we have repeated our estimates separately for three demographic groups: single
individuals without kids in the household, married or cohabiting without kids, and married or cohabiting with kids.
We found evidence of a strong selection effect in Ireland, France and southern Europe among those who are married
or cohabiting, especially when they have kids, and much less evidence of selection among single individuals without
kids.

S0ur discussion refers to unadjusted wage gaps. In a further exercise we have also decomposed wage gaps according
to the well known Oaxaca (1973) decomposition into a component represented by gender differences in characteristics
(evaluated at male coefficients) and gender differences in the returns to characteristics. This exercise was performed
on both our base sample and one enlarged with wage information from all other waves. The vector of characteristics
included two education dummies, work experience and its square, industry and occupation dummies. The first
interesting finding was that the contribution of characteristics is actually negative in most cases in southern Europe,
meaning that working women in these cases have higher wage characteristics than working men (and that differences
between male and female coefficients explain more than 100% of the observed wage gap). This is a consequence
of very low female employment rates in these countries, in the presence of selective participation into employment.
One could also argue that it could be a consequence of the limited set of explanatory variables used, but when we
repeated the same kind of Oaxaca decomposition having added marital status and number of dependent kids by age
category among the set of explanatory variables, we obtained very similar results. The other interesting results was
that countries whose gender wage gap is not seriously affected by wage imputation also have a roughly unchanged
gap decomposition. In countries where wage imputation and sample inclusion rules indeed affect the estimated wage
gap, it is both components that matter, although the change in the characteristics component seems in general more
important than that in the returns component. In other words, in Ireland and southern Europe, women with lower
labor market attachment have a higher wage penalty with respect to men mostly because they have relatively poorer
characteristics than women with higher labor market attachment. This seems to confirm the importance of selection
on observable rather than unobservable characteristics.
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are not working in 1999 but have been working at least once in the range of a few years would
not substantially affect the sample size. But this is not completely true. Table 5 reports the total
number of observations for each gender and country, and the fraction with actual or imputed wages
under alternative sample inclusion rules.!? Comparing columns labeled 1 to 3, corresponding to
those employed at the time of survey in 1999, and those employed in time windows of different
length, one can see that the fraction of women included increases substantially in southern Europe,
and only slightly less in countries like Germany or the UK, where the estimated wage sample is
virtually unaffected by the sample inclusion rules. Moreover, there is also an increase in the fraction
of men imputed across imputation rules. It is thus not simply the lower female employment rate in
southern Europe that determines our findings, it is also and mostly the fact that in several countries
selection into work seems to be less correlated to wage characteristics than in others. This clearly

affects our assessment of international variation in gender wage gaps.

6 Adjusted wage gaps
6.1 Oaxaca-Blinder decompositions of wage gaps

Our discussion so far referred to unadjusted wage gaps. In other words, imputation was based on
whether an individual with certain education and experience characteristics should place below or
above the median, conditional on gender. While similar imputation methods could in principle
be used in estimating adjusted wage gaps, in practice one needs stronger assumptions in order
to establish whether a missing wage observation should be placed above or below the median.
For example, if the X vector contains, say, a gender dummy and human capital variables, then we
should need to assume that those with missing wage and a certain level of education and experience
place above or below the median, conditional on their gender and human capital levels. In order
to avoid making such stronger assumptions, when estimating adjusted wage gaps we only impute
wages based on wage observations in other waves in the sample, i.e. we correct for selection on
unobservables We report estimates obtained on two alternative samples: (i) those employed at the
time of survey in 1999 and (ii) those employed at least once in the sample period.??

We estimate separate wage equations for males and females, controlling in each for education
(less than upper secondary, upper secondary and higher education) experience (and its square),
broad occupation groups (12 categories for the US and 9 categories for Europe), industry (12
categories for the US and 18 categories for Europe), public sector, and state or region dummies.

The resulting average gender wage gap can be thus decomposed according to the well known

19Tn columns 4 and 9 such proportions are generally not equal to 100% because we did not impute wages to those
who are employed but have missing information either on hourly wages or on educational attainment and labor
market experience.

20We do not report estimates for those employed at least once in a window of [-2,+2] years, as they do not provide
extra relevant information from those based on those employed at least once in the sample period, nor we report
estimates corrected for real wage growth, as they do not differ much from those at point (ii).
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Oaxaca (1973) decomposition into a component represented by gender differences in characteristics

and gender differences in the returns to characteristics:

oM _F — (?M—T(F) BM—F}F (BM—BF) (5)
where upper bars denote sample averages, hats denote OLS estimates and superscripts denote
gender.

This exercise is performed on both our base sample and a sample in which missing observations
are imputed using the real hourly wage in other sample waves. We already know from Table
2 that extending the sample including rules delivers a substantially higher gender wage gap for
some countries but not for others. The next set of results are going to tell whether the impact of
sample selection (if any) on the gender wage gap is going to come mostly through characteristics or
returns, i.e. whether in some countries women with lower labor market attachment have a higher
wage penalty with respect to men because they have relatively poorer characteristics or they receive
lower returns for a given set of characteristics.

The results of the Oaxaca decomposition are reported in Table 5. Belgium is excluded as the
relatively small sample size left us with several empty cells in the estimation of adjusted wage
gaps. The raw wage gaps reported in Table 6 are not necessarily the same as those of Table
2, because of slightly smaller sample size in Table 6, having dropped observations with missing
information on any of the right-hand side variables used. In all countries in the sample except the
US the contribution of differences in coefficients is much more important than that of differences in
characteristics. While this could be in part due to the limited set of X-variables included, we also
estimated a specification that controlled for marital status and number of kids in age brackets 0-2,
3-5, 6-10, 11-15, and the split of the raw wage gap into characteristics’ and coefficients’ components
was not greatly affected with respect to figures reported in Table 6.

Another feature to be noticed is that the contribution of characteristics is actually negative in
most cases in southern Europe,?! meaning that working women in these cases have higher wage
characteristics than working men (and that differences between male and female coefficients explain
more than 100% of the observed wage gap). This is a consequence of very low female employment
rates in these countries, in the presence of selective participation into employment. One could also
argue that it could be a consequence of the limited set of explanatory variables used, but when
we repeated the same kind of Oaxaca decomposition having added marital status and number of
dependent kids by age category among the set of explanatory variables, we obtained very similar
results to those reported in Table 6.

As a comparison among the two panels of Table 6 shows, countries whose gender wage gap is not
seriously affected by sample inclusion rules also have a roughly unchanged gap decomposition. In

countries where sample inclusion rules indeed affect the estimated wage gap, it is both components

21This is mostly the consequence of gender differences in average educational and occupational levels.
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that matter, although the change in the characteristics component seems in general more important
than that in the returns component. In other words, in Ireland and southern Europe, women with
lower labor market attachment have a higher wage penalty with respect to men mostly because
they have relatively poorer characteristics than women with higher labor market attachment. This

seems to confirm the importance of selection on observable rather than unobservable characteristics.

6.2 Employment selection versus overall wage dispersion

We have noticed in the previous sections that nonrandom selection into employment indeed matters
for our assessment of the gender wage gap in a set of countries where the gender employment gap is
relatively high. In particular, we showed that a number of corrections for sample selection explained
part of the international variation in gender wage gaps. To date, the existing literature has mostly
related such variation to international differences in overall wage inequality. Blau and Kahn (1996,
2003) argue that institutional differences across countries due, among other factors, to different
degrees of unionization or different sizes of public sectors may be responsible for differences in
overall levels of wage inequality. Higher wage inequality in turn translates into a higher gender
wage gap, given a certain degree of dissimilarity between the characteristics of working men and
women.

In order to compare the importance of sample selection versus overall inequality in explaining
cross-country differences in the gender wage gap, we analyze such differences using a method initially
proposed by Juhn et al. (1991) in order to study the slowdown in the convergence of black and
white wages. Such method was first adapted to the study of cross-country differences in the gender
wage gap by Blau and Kahn (1996).?? It consists in decomposing the difference in the gender wage
gap between two countries into differences in observed and unobserved characteristics of women
compared to men, and differences in their respective returns.

To achieve this decomposition one estimates a male (log) wage equation for each country c:
Wie = i66c+0ico-cv (6)

where 0;. is the standardized male residual and o, is the standard deviation of male residuals, i.e.
a measure of male residual wage inequality. While X, and 6;. denote characteristics, observed and
unobserved respectively, 3. and o, denote the associated prices. The difference in the gender pay

gap between country A and country B can be thus decomposed into the following four terms:

Ds—Dp = (AXa—AXp)Bs+AXB(Bs— Bp) (7)
+(A04 —AOB)oa+ AOp(ca —oB),

where D, =w;a —w;p and A represents the difference in male-female averages in X;. and 6;.. The

first term in (7) represents the contribution of country differences in gender differentials in observed

22Gee Blau and Kahn (1997, 2004) for an application to trends in the US gender wage gap.
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characteristics, all evaluated at the male coefficients for country A (thus the reference country).
The second term reflects the effect of differences in prices of such observed characteristics. The last
two terms represent the impact of differences in unexplained gaps. In particular, the third term
reflects country differences in gender differentials in unobserved characteristics. This is known as
the “gap effect”, and measures the effect of differences in the relative position of males and females
in the male residual wage distribution. It is a sort of black-box term, which is supposed to capture
the effect of differences in women’s unmeasured characteristics with respect to men, but it is also
consistent with differences in the extent of pay discrimination against women. Finally, the fourth
term represents the impact of international differences in residual (male) wage inequality, given the
relative position of men and women in the residual distribution.

Computation of the first two terms is straightforward, simply based on sample averages of
included right-hand side variables and coefficients from male regressions. The second and third
terms could be computed directly using the estimated values of o, and then the sample averages
of Af,., exploiting the assumption of normal disturbances. However, such an assumption is not
necessary, and is typically not used in applications of the Juhn et al (1991) decomposition, if one
uses the entire distribution of estimated residuals. Specifically, the Af.o. are simply equal to minus
the average female residual, evaluated at male coefficients (the average male coefficient being zero).
For the Afpo 4 term one needs to compute what the mean country B female residuals would be if
the standard deviation of residuals were that of country A (again for men the mean is zero). Thus
we assign each woman in country B a percentile in the country B male residual distribution, based
on her residual. Then she is assigned the residual that corresponds to that percentile in country A.

This exercise is similar in spirit to the one performed in Tables 6 the Oaxaca (1973) decompo-
sition. The decomposition in (7) is based on the coefficients obtained from male wage regressions
only, implicitly assuming that female coefficients would be the same in the absence of discrimination
or misspecification due to non-random selection into work. In principle it has the advantage of sep-
arately identifying the contribution of differences in overall wage inequality from that of differences
in characteristics (observed and unobserved) in the international variation in gender wage gaps.

We implement decompositions as in (7) for pairs of countries in our sample. As the specification
used for the male wage equation has to be identical within each pair, we need to drop the US from
the sample, as the industry and occupation classification in the PSID does not exactly mirror
the one available in the ECHPS, plus the definition of experience is also somewhat different. We
therefore take the UK as our reference country and perform bilateral comparisons between the UK
gender wage gap and that of each other EU country. In the notation of (7), country A is the UK.
The X vector includes controls for education, experience, occupation, sector, public sector, part
time work and temporary contract. Regional dummies are not included here, again for the need of
an identical wage equation specification across countries.

We perform our decompositions on two samples. The first is the base-sample, including observed
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wages in the 1999 wave of the ECHPS. The second also includes imputed wage observations,
recovered using wage information from other waves in the sample. Where sample selection matters,
we would expect the impact of at least one of the components to decrease, as the total differential
Dyx — D, is presumably reduced. Moreoever, we expect this change to be stronger for countries
where sample inclusion rules make a bigger difference.

The results of the two decompositions are reported in Table 7. Estimates in the first panel are
obtained on the base 1999 sample. The first column is always positive, as it reports the difference
in the wage gap between the UK and that of each other country. Column 6 reports the contribution
of the differences in both observable (column 2) and unobservable (column 4) characteristics, while
column 7 reports the contribution of differences in the wage structure, in turn given by the sum of
the contribution of differences in observed (column 3) and unobserved (column 5) prices.

The wage structure component is everywhere positive, meaning that the UK has the most
unequal wage structure in our sample. Not surprisingly, this term is highest for Scandinavian coun-
tries. Wage structure differences by themselves would explain even more than the actual difference
in wage gaps Dyx — D, for all northern and central European countries (except Netherlands)
than the actual one. Hence, the characteristics component is negative, implying that the average
characteristics of working women relative to men are worse in these countries than in the UK.
A different pattern emerges in Netherlands and southern European countries. There, the wage
structure component is also positive, but the difference with respect to the top set of countries is
that the characteristics component becomes positive, implying that the average characteristics of
working women relative to men are better in these countries than in the UK. This is not surprising
given the descriptive evidence of subsection 2.3 and the results presented in section 4.

Note however that this decomposition is not robust to the specific set of explanatory variables
used in the wage regression. In particular, when dummies for part time and temporary work
where not included, we found that the decomposition for the Netherlands became similar to that of
other northern European countries, i.e. the contribution of the characteristics component became
negative. Moreover, the contribution of characteristics in France and Ireland became positive,
although with much smaller magnitude than in southern Europe.

The second panel reports the same decomposition based on the sample that includes imputed
wage observations from other waves. The raw wage gap decreases mostly in central and, even more,
southern Europe. The characteristics component tends to fall in most countries, with the exception
of Scandinavia and Greece. This means that among those with weaker labor market attachment
the gender wage gap in characteristics is higher in most countries than in the UK. Second, the
wage structure component tends to fall in Scandinavia, France, Spain and especially Greece (being
roughly unaffected elsewhere). This means returns to characteristics among low-attached men in

these countries tend to be lower than in the UK.
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7 Conclusions

In this paper we show the importance of non random selection into work in understanding the
observed international variation in gender wage gaps. To do this, we perform wage imputation for
those not in work, by simply making assumptions on the position of the imputed wage observations
with respect to the median. We then estimate median wage gaps on imputed wage distributions, and
assess the impact of selection into work by comparing estimated wage gaps on the base sample with
those obtained on a sample enlarged with wage imputation. Imputation is performed according
to different methodologies based on unobservable or observable characteristics of missing wage
observations. We find higher median wage gaps on imputed rather than actual wage distributions
for most countries in the sample, meaning that, as one would have expected, women tend on average
to be more positively selected into work than men. However, this difference is negligible in the US,
northern European countries (except Ireland) and most central European countries, it becomes
sizeable in Ireland, France and southern Europe, i.e. countries in which the gender employment
gap is highest. In particular, in Spain, Portugal and Greece the median wage gap on the imputed
wage distribution reaches 20-30 log points, i.e. closely comparable levels to those found for the
US and the UK. In other words, correction for selection into work explains more than half of the
observed negative cross-country correlation between gender wage and employment gaps.

Our analysis identifies directions for future work. As we argue in this paper, gender employment
gaps are important in understanding cross-country differences in gender wage gaps. Hence, one
should ultimately assess the importance of demand and supply factor in explaining variation in

these gaps.
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Appendix. Rubin’s (1987) repeated imputation methodology

We are interested in estimating the median B of the distribution of (log) wages w. However, part

of the wages are observed waps and part of the wages are missing wps. If wages where available
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for everyone in the sample we would have B = B(U)obs, Wmis) , our statistic of interest. In the
absence of wy,;s suppose that we have a series of m > 1 repeated imputations of the missing

wages, w. ..., w™ . From this expanded data set we can calculate the imputed-data estimates

. .. . ~ - . . .
of the median of the wage distribution 5 = (wobs,wg as well as their estimated variances

mis)
Ug =U (wobs, wé

mis) for each round of imputation ¢ = 1, ..,m. The overall estimate of 3 is simply

_ 0
the average of the m estimates so obtained, that is: 3 ;11 Sty 8. The estimated variance for

B is given by T = (1 + -7]7; YB + U where B = ZL(‘W{LSQE is the between-imputation variance and
U = -5 U’ is the within-imputation variance. Test and confidence interval for the statistics
are based on a Student’s t-approximation (83— 3)/ VT with degrees of freedom given by the formula:
(m—1) {1 + (1_+§;);B] 2. As discussed in Rubin (1987) with a 50% missing observations, an estimate
based on 5 repeated imputation has a standard deviation that is only about 5% wider than one
based on an infinite number of repeated imputations. Since in some of our countries we have more
than 50% missing observations we use m = 20 in our repeated imputation methodology.?3 Note
that this methodology requires that <B — ﬁ) / \/ﬁ follows a standard Normal distribution. That is,

/3 is a consistent estimator of 8 with a limiting Normal distribution. The LAD estimation property

that we discussed above ensure that this is the case.

23This choice is quiet conservative. Schafer (1999) suggests that there is little benefit to choose m bigger than 10.
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